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CHAPTER
ONE

INTRODUCTION

In the year 2004, the movie ‘I, Robot’ told the following story:

It is the year 2035, and humans have utilized robots in their every-
day lives, from serving coffee to walking pets. These robots have
Isaac Asimov’s three Laws of Robotics hardwired into their systems
which suggest that a robot can never harm a human:;

1. A robot may not injure a human being, or, through inaction,
allow a human being to come to harm.

2. A robot must obey the orders given to it by human beings,
except where such orders would con ict with the First Law.

3. A robot must protect its own existence as long as such protec-
tion does not con ict with the First or Second Law.

On the eve of the release of the latest model robot, which is the
automated domestic assistant NS-5, the founder of U.S. Robotics
commits suicide. A detective investigates the crime he believes was
committed by a robot. By following the breadcrumbs, he nds out
that the robots have evolved a fourth law: protecting humans from
themselves. This causes the robots to impose martial law, keeping
humans inside their homes and ghting against them for control of
the city. Will mankind regain freedom?

Contemporary robots are by far unable to carry out the high-level tasks ap-
pearing in this movie. Besides dealing with high-level descriptions and tasks,
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2 CHAPTER 1. INTRODUCTION

the goal of robotics is to execute these assignments while requiring little or
no user supervision. Even though a task such as serving coffee may at rst
glance appear simple to humans, because they are intensively trained to in-
teract with their environment, many dif culties have to be conquered: A high-
level task has to be understood and split in executable sub-tasks, the workspace
in which the robot operates has to be mapped and interpreted, obstacles have
to be avoided while moving the robot from its current position to the goal posi-
tion, objects may have to be moved and manipulated, and the robot may have
to (socially) interact with the environment. Many of those tasks require a large
amount of non-trivial mathematical and algorithmic techniques.

Current robots are used to perform tasks that are too monotonous, dirty or
dangerous to humans, such as toxic waste cleanup, underwater and space ex-
ploration, and searching for mines. The automotive industry for example has
taken full advantage of robots replacing human labor in repetitive and danger-
ous tasks. These tasks include welding, painting and machine loading. An-
other form of industrial robots is the automated guided vehicle that is used
in warehouses, hospitals and container ports. Recently, robots are being em-
ployed in medical settings, e.g. in minimal invasive surgical procedures and
laboratory automation. Robots are also successfully emerging in domestic en-
vironments. For example, Sony created a toy robot dog called Aibo which is
very popular. This autonomous robot is able to walk, to ‘see’ its environment
via a camera, and to recognize spoken commands. Other popular gadgets are
robots for vacuum cleaning and lawn mowing. By the end of 2005, millions of
domestic robots had been sold worldwide.

One of the fundamental tasks robots have to perform is planning their mo-
tions while avoiding collisions with obstacles in the environment. This will be
the central topic of this thesis. We will restrict ourselves to motion planning
for two- and three-dimensional rigid bodies and articulated robots moving in
static and known virtual environments.

This thesis has been divided into two parts. The rst part deals with com-
paring and analyzing sampling-based motion planning techniques, in partic-
ular variants of the Probabilistic Roadmap Method (PRM). The PRM consists
of two phases: a construction and a query phase. In the construction phase, a
roadmap (graph) is built, approximating the motions that can be made in the
environment. In the query phase, the start and goal are connected to the graph.
The path is obtained by a Dijkstra’s shortest path algorithm. Many variants of
the PRM have been developed over the past decade. Using both time-based as
well as reachability-based analysis, we compare some of the most prominent
techniques.
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The second part deals with quality aspects of paths and roadmaps. A good
path is relatively short, keeps some distance (clearance) from the obstacles, and
is smooth. We will provide algorithms that increase path clearance. A big ad-
vantage of these algorithms is that high-clearance paths can now be ef ciently
created without using complex data structures and algorithms. We also elabo-
rate on algorithms that successfully decrease path length. Then, we introduce
the Reachability Roadmap Method which creates small roadmaps for two- and
three-dimensional problems. Such a small roadmap has many advantages over
a roadmap that is created by the PrRM. In particular, the method assures low
query times, low memory consumption, and the roadmap can be optimized
easily. The algorithm also ensures that a path is always found (if one exists) at
a given resolution. Finally, we combine the techniques and show how they can
be ef ciently used in interactive applications.

In the remainder of this introduction, we elaborate on the motion planning
problem, describe the general experimental setup and detail the outline of the
thesis.

1.1 Motion planning

A central problem in robotics is planning a collision-free path for a moving
object (robot) in a rigid environment with obstacles. More formally:

De nition 1.1 (Motion planning). Given a robot A moving in a workspace W
amidst a collection of xed rigid obstacles B, and a start placement s and goal placement
g for A, nd acontinuous path P for A from s to g avoiding contact with B.

In this thesis we focus on three types of robots: rigid translating bodies,
rigid free- ying bodies and articulated robots, such as manipulator arms. The
robot is modeled by a collection of geometric primitives such as spheres, boxes,
cones, cylinders, and complexes of polytopes such as convex polygons and
convex polyhedra.

The workspace W is the space in which the robot moves. This space is
modeled by the same collection of geometrical primitives. The workspace can
be modeled either in R? or R3. The obstacles in W are denoted by B.

At rst glance, nding a path for a moving square in the plane may seem
a different problem than nding a path for a manipulator arm in a three-di-
mensional workspace. Perhaps surprisingly, these problems can be handled
similarly using the notion of con guration space. The underlying idea of the
con guration space C is to represent the robot as a point in an appropriately
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modeled space. After the workspace obstacles have been mapped to this space,
the problem has been transformed into nding a path for a point in the con g-
uration space. An important question is how to map a particular placement of
arobot in the W-space to a con guration in the C-space.

The placement of a robot A in W can be described by a list of parameters (a
con guration). Each parameter corresponds to a degree of freedom (DOF) of A.
The C-space can then be de ned as the space of all possible con gurations of
A. The C-space should be represented in such a way that each placement of A
in W corresponds to exactly one point in C. Furthermore, a continuous motion
in W must correspond to a continuous motion in C.

In this thesis we consider three types of degrees of freedom (DOFs). First,
we have the translational bors which correspond to a particular location of the
robot in the workspace. Rigid, translating bodies (often) have two translational
DOFs in a two-dimensional workspace and three translational DOFs in a three-
dimensional workspace.® The range of translational Dors can be limited by
the robot itself (as prismatic joints have a limited translational range) or by the
bounding box of the workspace.

Second, we have the rotational, DOFs, each corresponding to a revolution
around one axis. A rigid body in a two-dimensional workspace may have one
rotational DOF. An articulated robot may have several revolute joints. Such a
joint constrains the relative motion of two objects to be a rotation around an
axis xed with respect to both objects. The rotational DOF can have limits, e.g.
the angle of rotation q can be limited to the real interval I = [0, p]. Although
the range of q is at most [0, 2p), rotational bors do not have to be constrained
by any limits, i.e. g = 0 is the same angle as ¢ = 2p and q = 4p et cetera. We can
resolve this issue by de ning the mathematical group S as the set [0, 2p) where
addition of two numbers a and b is de ned by (a +b) mod 2p. As a result,
the corresponding C-space is circular. To assure that a continuous motion in W
corresponds to a continuous motion in C, we have to do some extra work when
we interpolate between two rotations. That is, the robot must move along the
shortest arc.

Third, we have the rotational; DOFs corresponding to a rotation about any
of the three coordinate axes in a three-dimensional workspace. A free- ying
robot is an example of a robot that can rotate freely in a three-dimensional
workspace. (Like the rotational; DOF corresponds to the S! C-space, the rota-
tional; DOF corresponds to the S® C-space.) The 3D orientation of the robot

LA robot arm, for example, can have more than three translational boFs. They may corre-
spond to its prismatic joints. Such a joint constrains the relative motion of two objects to be a
translation along an axis xed with respect to both objects.
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can be described by three Euler angles. Although numerically stable and con-
sidered to be more intuitive to work with (compared to other representations
such as rotation matrices and quaternions), Euler angles are not a good choice
for motion planning because this representation has several drawbacks such
as the ‘gimbal lock’?, the dif culty to interpolate between two rotations and
to measure their relative distance [92]. These problems can be resolved by
representing a rotation in 3D as a unit axis a = (ay, ay,a;) and an angle of
revolution g about that axis. This representation can be easily converted to a
unit quaternion, i.e. Q(x,y,z,w) = (axsin(2), aysin(4), a; sin(%),cos(4)). Unit
quaternions are a good choice for representing rotations in 3D as it is relatively
easy to de ne proper methods for sampling the con gurations [142] and com-
puting their relative distance (see Section 1.2.3). Moreover, a big advantage
of using unit quaternions is the ability to smoothly interpolate between them.
The sLERP algorithm can be used to interpolate along the shortest arc on a 4D
unit sphere [142]. This assures that a continuous motion in W corresponds to a
continuous motion in C.

The C-space of a particular robot A can now be described as a composition
of C-spaces that correspond to each of the Dors of A. For example, for a planar
rigid body, which can translate and rotate freely in the plane, C = R?> Sl
The C-space of a free- ying rigid body in a three-dimensional W-space can be
represented by C = R®  S%. For a manipulator arm with six joints we have
C=1y ... lg where |l describes the real interval of the joint.

The C-space is composed of two subspaces: the forbidden and the free con-
guration space. A con guration that describes the placement of the robot in
the workspace that causes the robot to touch or intersect with the obstacles in
the workspace is called forbidden. The space of all forbidden con gurations is
called the forbidden con guration space Csory. The set of con gurations that
represent placements of A in W that do not cause the robot to collide or touch
with an obstacle is called the free con guration space Csee. ANy con gurationin C
is either in Csopp OF Ciree, but notin both, i.e. C = Csorp [ Ciree aNd Crorp \ Cree =
The reader is referred to Figure 1.1 and Figure 1.2 for examples of the relation-
ship between the W-space and C-space.

Now that we have de ned the relationship between the W- and C-space,
we can de ne the notion of a path for A. A path P for A is a continuous map
P 2 [0,1] ¥ C which describes the motion of the robot A in W. If P lies in
Cfrees 1-€. 8t 2 [0,1] : P[t] 2 Csee, then P is called a (collision-)free path.

2The gimbal lock is an ambiguity that exists due to the interdependence of the rotations and
manifests itself when two or more axes happen to align, causing a loss of a degree of freedom.
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(a) W-space (b) C-space

Figure 1.1 Correspondence between the W-space and C-space of a rigid, translating
square A. The shape of the C-space is two-dimensional, i.e. C = R2. While A is a
square in the W-space, A is a point in the C-space.

(a) W-space (b) C-space

Figure 1.2 Correspondence between the W-space and C-space of a rectangle that trans-
lates horizontally and rotates (without limits) in the plane. The shape of the C-space is
cylindrical, i.e. C = RY  S. While such a space has no vertical beginning or ending,
it is visualized as an unrolled cylinder.

1.1.1 Complexity of motion planning

In 1979, Reif showed that path planning for a polyhedral robot among a nite
set of polyhedral obstacles was pPsPACE-hard [127]. Four years later, Schwartz
and Sharir proposed a complete general-purpose path planning algorithm bas-
ed on an algebraic decomposition of the con guration space of any xed di-
mension d. When the space of collision-free placements is a set de ned by
n polynomial constraints of maximal degree m, a path can be computed by
an algorithm whose time complexity is doubly exponential in d and polyno-
mial in both n (geometrical complexity) and m (algebraic complexity) [137].
In 1986, Reif et al. [12] improved this algorithm to a single exponential time
algorithm. In 1988, Canny found a PsSPACE algorithm for the general motion
planning problem and showed that it was PsPACE-complete [28], showing that
exact planners have little chance of solving complicated problems.
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If the density of the obstacles in the environment is low, lower complexity
bounds exist. For example, when the obstacles are fat (they do not have long
and skinny parts), and the robot is relatively small compared to the obstacles,
the computational complexity is O(nlogn) in 2D/3D workspaces for a robot
with any xed number of DOFs [147]. When the obstacles are not fat and the
number of DOFs is high (i.e. more than three), these methods are unable to
solve the problem in practice because the complexity of the free space will be
very large. In the following sections we will show that ef cient heuristics have
been proposed which tackle a large diversity of motion planning problems.

1.1.2 Classi cation of motion planning techniques

Motion planning techniques can be classi ed according to various criteria.

Notion of completeness One criterion is the notion of completeness. Three
forms are distinguished: completeness, resolution completeness and probabilistic
completeness. A motion planner is considered complete if for any input it cor-
rectly reports in a nite amount of time whether or not there is a solution. Al-
though such motion planners exist [28,137], they have a high complexity and
can only be applied to very simple problems. A weaker form of completeness
is resolution completeness: whenever a solution exists, the planner will nd one
provided that the resolution is small enough. If no solution exists or when the
resolution is too large, it will report that no solution is found. Like a complete
planner, this planner needsa nite amount of time but may spend an exponen-
tial amount of time in the robot’s number of Dors to nd the solution, if one
exists. The third form of completeness is probabilistic completeness: whenever
a solution exists, the probability that it will be found converges to one as the
computation time goes to in nity. It may not terminate if no solution exists.

In this thesis we will discuss the Probabilistic Roadmap Method which
is probabilistically complete and a new method, the Reachability Roadmap
Method, which is resolution complete.

Exact versus approximate This classi cation is based on whether the method
is exact or approximate. Exact methods compute Cye explicitly, and hence, they
are complete which means that they are guaranteed to nd a path if one ex-
ists. The price paid for this completeness generally is a considerable increase in
computation time: For most exact methods, the running time is at least O(n¢),
where n is the number of features that describe the objects and d the number of
DOFs [99].



8 CHAPTER 1. INTRODUCTION

Approximate methods compute an approximation of C¢ee, and hence, they
are resolution or probabilistically complete. These methods are usually simple
to implement. In addition, they are often fast as they suffer less from geometric
complexity. For example, often a collision checker is used to determine whether
a particular con guration is free. Although this operation depends on the ge-
ometric complexity, the in uence of the geometric complexity on the running
time is small considering the way collision checkers are usually implemented.
However, approximate methods may cost large amounts of memory and they
can fail to nd a path. Furthermore, they are dif cult to extend to deal with
rotational DOFs.

Cell decomposition, potential eld, and roadmap methods Another classi -
cation, made by Latombe [99], is the distinction between three different motion
planning methods: cell decomposition, potential eld and roadmap methods.

A cell decomposition method decomposes Csee into non-overlapping cells.
While exact decomposition methods [65, 109, 136 139] partition Csee into cells
whose union equals exactly Cy.e, approximate decomposition methods [15, 27,
31, 46, 149, 150, 160] approximate Csee by a collection of cells of prede ned
shapes (e.g. rectangloids) whose union is strictly included in Cgee. Most ap-
proximate decomposition methods decompose the space in a recursive manner,
stopping when a sub-cell is entirely in Cse Or entirely in Csorp. Otherwise, the
sub-cell is further re ned. Due to memory (and time) constraints, the recursive
process has to stop at a certain level.

Potential eld methods direct the motion of the robot through an arti cial
potential eld which is de ned by a function over Cy [86,87,128]. The robot
is pulled toward the goal con guration as it generates a strong attractive force.
In contrast, the obstacles generate a repulsive force to keep the robot from col-
liding with them. The path from the start to the goal can be found by following
the direction of the steepest descent of the potential toward the goal. However,
many shortcomings have been identi ed that are inherent to the method [91].
The robot often ends up in a local minimum of the potential. Several attempts
have been made to escape from such a minimum [7 9, 141]. Other methods
focus on building potential elds with few or no local minima [87, 89, 134]. In-
stead of beginning with a potential eld and taking the gradient, Lindemann
and LaValle [108] directly construct a smooth vector eld which has no local
minima. Other problems with potential eld methods are that no passage is
found between closely spaced obstacles and that oscillations occur in the pres-
ence of obstacles and in narrow passages [91].
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Roadmap methods capture the connectivity of Csee With a set of one-dimen-
sional curves. A path can be extracted by connecting a start and goal con-
guration to the roadmap. A graph searching algorithm (such as Dijkstra’s
shortest path algorithm) can be used to nd a path connecting the start and
goal. Four different types of roadmap methods are distinguished (see the book
of Latombe [99] for an extensive elaboration). An example of such a method
is the Voronoi diagram (or medial axis). This diagram is de ned by the locus
of points (in Cgee) Which are at least two-equidistant to closest points on the
object boundaries. Hence, the robot will have a high clearance when mov-
ing along the diagram. The diagram can be approximated [27, 35,67,111, 150]
or can be computed exactly [28, 105, 122, 155]. The second type of roadmap
methods is called the visibility graph [120]. The nodes of the graph consist of
the initial goal and start con gurations and all vertices of the C-obstacles. The
edges in the graph consist of all free straight-line connections between two
nodes. The method mainly applies to two-dimensional C-spaces with polygo-
nal shaped C-obstacles. The third type is called the silhouette method which is
the rst complete general method that applies to spaces of any dimension and
is singly exponential in the number of DoOFs [28]. Due to its complexity, this
algorithm is not suitable for practical situations. The fourth type is the prob-
abilistic roadmap [4, 6, 80, 81, 83, 84, 121, 124, 151] which will be one of the two
central topics of this thesis. A probabilistic roadmap method often consist of a
construction and a query phase. In the construction phase, a roadmap (graph)
is built, approximating the motions that can be made in the environment. First,
a free random sample (con guration) is created. Such a sample describes a
particular placement of the moving object (robot) in the workspace. Then, a
simple local planner is employed to connect the sample to some useful neigh-
bors. A neighbor is considered useful if its distance to the new con guration
is less than a predetermined constant. Samples and connections are added to
the graph until the roadmap is dense enough. In the query phase, the start and
goal samples are connected to the graph. The path is obtained by a Dijkstra’s
shortest path algorithm. We discuss this method in Chapter 2.

Multiple shot versus single shot Multiple shot methods (such as cell decom-
position and roadmap methods) try to capture the connectivity of Csee in a
preprocessing stage. The connectivity information is usually stored in a graph.
As much time is allowed to be spent at this stage, a careful analysis of Csee Can
be done. This saves much time when an actual query is carried out because
the query only has to be connected to the graph, after which the path can be
obtained almost instantly. The query does not have to be known beforehand.
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This approach is especially useful when paths have to be obtained in time-
critical systems. For example, in computer games, only a xed small amount
of calculation time is available to compute the path. If this calculation takes too
long, the game may halt.

If the start and goal con gurations are known a priori, and only one (or
a few) queries will be performed in the environment, it may not be worth-
while to perform lots of preprocessing. As the query is known beforehand, a
more directed search can be employed. Motion planning methods that use this
paradigm are called single shot methods. Examples of such a method are the po-
tential eld method of Barraquand and Latombe [9] and the ‘Ariadne’s clew’
algorithm that uses a genetic search algorithm to nd a path for a robot in a
dynamic environment where obstacles can move [19]. Rapidly-exploring Ran-
dom Trees (RRTS), designed by Kuffner and Lavalle [94], have gained much
attention. The RRT is a data structure and algorithm which is designed for
ef ciently searching non-convex high-dimensional spaces. RRTs are partic-
ularly suited for problems that involve differential constraints such as non-
holonomic [32, 33,96, 140] and kinodynamic [32,71,102,157] problems.

Recently, a bridge has been built between multiple shot and single shot
methods. Bohlin and Kavraki [21] propose to minimize collision checking
by introducing a scheme for lazy evaluation of the nodes and edges in the
roadmap. The scheme is particularly useful when collision checking is expen-
sive, for example in industrial applications with complex geometry. A related
technique is proposed by Nielsen and Kavraki [115].

In this thesis we will only study multiple shot methods.

1.1.3 Extensions of the basic motion planning problem

In the last two decades, many variants of the basic motion planning problem
have been proposed. In this section, we give an overview of these variants.

The manipulation planning problem [4,45,76,93,112,115, 144] deals with mo-
tion planning for robots manipulating movable objects among static obstacles.
As movable objects can only move when they are grasped by the robot, this
problem is a special case of the multiple robot motion planning problem.

In the latter problem, all robots may move simultaneously while mutual
collisions and collisions with the obstacles are avoided [101, 132]. This prob-
lem is handled by centralized or decoupled methods. Centralized methods such
as [133,138] compute the paths for all robots simultaneously in a joint C-space.
These methods can be complete, but generally are computationally demand-
ing. Decoupled methods compute a path for each robot independently and try
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to coordinate the resulting motions [126, 145]. These methods are often much
more ef cient than centralized methods but the resulting paths can be far from
optimal. Also hybrid methods such as [61, 101, 153] have been proposed. A
variant to solving the problem is called prioritized motion planning [13, 37, 44].
According to some prioritization scheme, paths are planned sequentially which
reduces the problem to planning the motions for a single robot in a known dy-
namic environment [17, 48, 71].

Another variant of the multiple robot problem is the group motion plan-
ning problem where all robots belong to one group and have to behave as
such [10, 106]. While these two approaches do not guarantee that the group
will stay together, the method from Kamphuis and Overmars [77, 78] guaran-
tees coherence of the group.

Also in computer animation, paths for groups of entities (robots) are cre-
ated by motion planning techniques [79]. Kuffner et al. present an algorithm
for interactively animating object grasping and manipulation tasks for human

gures [90, 93]. Motion planning for humanoid robots is further elaborated on
in [26,34,95,110,125]. Not only the path of such a robot has to be free of colli-
sions, dynamic balance constraints have to be satis ed as well [95].

Other constraints that often occur in real-life problems are the non-holonomic
constraints. Such a constraint is a limitation on the allowable velocities of an ob-
ject. Car-like robots [33,96,98,140,152] for example can move forwards (and/or
backwards) but not sideways because this causes slipping of the wheels. Mo-
tion planning for closed kinematic chains [39, 40, 66, 109, 157] is also subject to
non-holonomic constraints.

A new area in biology is the study of protein folding. Such a protein is mod-
eled as a large kinematic chain with tens or hundreds of Dors. Amato et al. [148]
use a Probabilistic Roadmap Method (PRM) to analyze the folding pathways.
Closely related is the area of ligand binding. Singh et al. [146] present a method
for studying the dynamics and kinetics of exible ligand binding (to the recep-
tor protein) based on the PRM. Bayazit et al. [11] use a PRM in combination with
haptic user input for studying ligand binding. While these methods model the
proteins as open chains, Brock et al. [103] present a methodology for maintain-
ing closed loop constraints.

The problems mentioned above are all examples of planning the motions
for rigid or articulated robots. Another type of robot is the deformable robot.
Gupta gives a survey of motion planning for exible shapes in [63]. Kavraki et
al. [82,97] investigate the problem of planning paths for elastic objects such as
metallic plates or plastic exible pipes. The exibility of the object needs to be
exploited to accomplish the task while elasticity constraints have to be obeyed
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to avoid damaging the object. Gayle et al. [49] present an algorithm that com-
putes a collision-free path for a deformable catheter in liver chemoembolization
by taking into account geometric and physical constraints, including obstacle
avoidance, non-penetration constraints, volume preservation, surface tension,
and energy minimization.

Another example of motion planning in a medical setting is planning cam-
era motions to guide virtual endoscopy [114]. A virtual camera is navigated
through the 3D reconstruction of a patient’s anatomy enabling the exploration
of the internal structures to assist in surgical planning. Automatic generation of
camera motions is also studied by Nieuwenhuisen and Overmars [118]. In [62],
Goemans and Overmars study the generation of camera motions through com-
plicated 2D and 3D environments to track a moving guide such that the user
maintains visibility with the guide along a known path through a virtual envi-
ronment.

Motion planning in virtual environments also facilitates the construction
and testing for functionality of designs in canp/cAam? applications [20,29,64,72,
125, 143].

Although we will not elaborate further on these extensions, the work in this
thesis is relevant for them. For example, the high-quality roadmaps produced
in Chapter 7 can be used as a basis for many of the problems.

1.2 General experimental setup

In this thesis we will provide experimental results for many existing and new
motion planning techniques. All these techniques were integrated into a single
motion planning system called sAMPLE (System for Advanced Motion PLan-
ning Experiments), implemented in C++ using Visual Studio.NET 2003 under
Windows XP Professional. All experiments were run on a 3 GHz Pentium 4
processor with 1 GB internal memory.

Throughout this thesis we make some common choices, e.g. for those tech-
niques involving random choices we will report the statistics over 100 runs. In
Section 1.2.1, we describe how we set up an experiment and process statistics
using SAMPLE. Then we describe in Section 1.2.2 which collision checker we
use in the experiments. We elaborate on the metrics in Section 1.2.3. Finally,
Section 1.2.4 discusses some interpolation issues.

3cAD = Computer-Aided Design, caMm = Computer-Aided Manufacturing
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1.21 SAMPLE

For fair comparison of techniques we decided to use a single framework which
allows adding and comparing new (and existing) technigues without much
effort. Furthermore, we wanted to be able to easily set up experiments. To
meet these two goals, we created the SAMPLE system.

In a motion planning experiment, we have to specify the following compo-
nents: the environment (geometry and bounding box of the environment, the
geometry and the degrees of freedom of the moving object), the queries, how
the roadmap is constructed (sampling method, neighbor selection method, dis-
tance metric, local planner and termination criterion), when the queries are
added, and an optimization technique if desired. In sAMPLE this is achieved
easily, as follows:

A user scenario: setting up a single run

Figure 1.4 shows the graphical user interface of SAMPLE which allows a user
to set up the experiment. First, an environment and robot have to be speci-

ed. When the user clicks on button ‘Generate environment’, Callisto (see page
17) loads the geometry into the collision checker and visualizer. Figure 1.3(a)
shows an example of such an environment. When the goal is to nd one or
more paths for the robot, the user can de ne queries. Each query consists of
a start and goal con guration. Each con guration speci es a value for each
degree of freedom of the robot (see Figure 1.5). Next, the user can specify how
the roadmap should be created. Choices with respect to the (parameters of the)
sampling strategy, neighbor selection strategy, distance metric, local planner
and termination criterion have to be made. A particular sampling strategy for
example can be chosen by selecting the appropriate strategy in the drop down
list. Corresponding parameters can be set in the bottom part of the user inter-
face. The roadmap is created by clicking on the button ‘Generate PRM’. A path
is extracted by clicking ‘Run query’. This path (or a roadmap) can be optimized
by clicking on the button ‘Optimize’. A path can be animated by clicking on
the button ‘Animate’. We refer the reader to Figure 1.3 which visualizes these
stages in the motion planning algorithm.

Setting up an experiment

An experiment is set up in three steps. (The settings can be saved to an xmML
le which allows us to repeat the experiment.)
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(a) Environment (b) Roadmap (c) Path (d) Optimized path

Figure 1.3 A visualization of the stagesin a motion planning algorithm.

General settings: only one parameter or one technique can be changedin
an experiment while other settings remain unchanged. Hence, the latter
settings need to be speci ed. Seethe user scenario.

Type of experiment: SAMPLE can be used to setup two types of experi-
ments. The rst type comparesdifferent instancesof a particular motion
planning component. For example, we can compare sampling strategies
such as the Bridge test, Gaussian sampling and Medial axis sampling.
The second type examinesthe in uence of a particular parameter of an
instance which is done by specifying the range and step size of the pa-
rameter. For example, in Figure 1.6, we study the relationship between
the maximum connection distance of the Forest neighbor selection strat-
egy and the running time of the motion planning algorithm.

The number of runs: a number has to be provided that speci es how
many times the experiment hasto be run. If the experiment is determin-
istic, we generally perform one run. Otherwise, we set this number to
100.

Creating statistics

The statistics are automatically collected in an xmL le such that we can eas-
ily createstatistics. SAMPLE can compute statistics such as averages,medians,
quartiles, variances and standard deviations. Thesecan be represented as ta-
bles or charts which can be found throughout this thesis. An advantage of
automatically collecting and processingstatistics is that the chanceof errors is
considerably reduced.



